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Introduction

• Unsupervised task.

• R. Agrawal, T. Imielinski and A.N. Swami Mining Association

Rules between sets of items in large databases. Proceedings

of SIGMOD 1993.

• Highly cited work because of its wide applicability.



Applications

• Market Basket Analysis: cross-selling (ex. Amazon), product

placement, affinity promotion, customer behavior analysis

• Collaborative filtering

• Web organization

• Symptoms-diseases associations

• Supervised classification



A two-step process

Given a transaction dataset D

1. Mining frequent patterns in D

2. Generation of strong association rules

Example:

{Bread, Butter} is a frequent pattern (itemset)

Bread→ Butter is a strong rule



Definitions

• Item: an object belonging to I = {x1, x2, ..., xm}.

• Itemset: any subset of I.

• k-itemset: an itemset of cardinality k.

• We define a total order (I, <) on the items.

• P(I) is a lattice with ⊥ = ∅ and > = I.

• Transaction: itemset identified by a unique identifier tid.

• T : the set of all transactions ids. Tidset: a subset of T .

• Transaction dataset: D = {(tid,Xtid) /tid ∈ T , Xtid ⊆ I}



Example

item name
a coffee
b milk
c butter
d bread

D
tid transaction
1 a b
2 a c
3 c d
4 b c d
5 a b c d

I=

T=

D=



Example

item name
a coffee
b milk
c butter
d bread

D
tid transaction
1 a b
2 a c
3 c d
4 b c d
5 a b c d

I = {a, b, c, d}

T = {1, 2, 3, 4, 5}

D = {(1, ab), (2, ac), (3, cd), (4, bcd), (5, abcd)}

E.g., {b, c} is a 2-itemset, for writing simplification we will give up

the braces and write bc. {3,4,5} is a tidset similarly let’s abandon

the braces here too and write 345.



Example

Lattice of itemsets of size . . .



Example

Lattice of itemsets of size 2|I| = 16.



Definitions cont’d

• Mapping t:

t : P(I)→ P(T )

X 7→ t(X) = {tid ∈ T |∃Xtid, (tid,Xtid) ∈ D ∧X ⊆ Xtid}

• Mapping i:

i : P(T )→ P(I)

Y 7→ i(Y ) = {x ∈ I|∀(tid,Xtid) ∈ D, tid ∈ Y ⇒ x ∈ Xtid}



Definitions cont’d

• Frequency: freq(X) = |{(tid,Xtid) ∈ D/X ⊆ Xtid}| = |t(X)|

• Support: supp(X) = |t(X)|
|D|

• Frequent itemset: X is frequent iff supp(X) ≥ MinSupp

• Property (Support downward closure) : if an itemset is

frequent then all its subsets also are frequent.

• Mining Frequent Itemsets:

F = { X ⊆ I| supp(X)≥MinSupp}



Example

MinSupp=40%



BFS and DFS

Chapitre 2. Extraction des Motifs Fréquents et Règles d’Association
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Fig. 2.4 – Ordre de Rymon

Propriété 2.1 (Propriété d’antimonotonicité). Tout sous-ensemble d’un itemset fréquent
est un itemset fréquent.

Preuve
Soit X un itemset fréquent. Supposons qu’il existe un itemset peu fréquent X ′ ⊆ X.
X ′ ⊆ X ⇒ ∃X ′′ ⊆ X tel que X = X ′ ∪X ′′

supp(X) = |t(X)|
|D| = |t(X′∪X′′)|

|D| = |t(X′)∩t(X′′)|
|D| < |t(X′)|

|D| < γ (car X ′ n’est pas

fréquent), ce qui aboutit à une contradiction, car X est fréquent par hypothèse.

Intuitivement, cela veut dire que si un itemset a un support inférieur au support
minimum aucun de ses sur ensembles n’aura un support supérieur ou égal au support
minimum.

La découverte de tous les itemsets fréquents s’effectue par un parcours du treillis des
itemsets. Plusieurs sortes de parcours sont possibles, dont les plus communs sont le par-
cours en largeur d’abord3 et le parcours en profondeur d’abord4.

Dans le parcours en largeur, le treillis des itemsets est parcouru niveau par niveau,
les (k-1)-itemsets sont connus avant de générer les k-itemsets. Autrement dit, il suffit de
dénombrer les itemsets selon leur longueur d’abord et par ordre lexicographique ensuite.

Le parcours en profondeur d’abord (avec retour-arrìere très souvent), explore le treillis en
profondeur en suivant un arbre structuré comme celui de Rymon [95] donné en figure 5.1.
À chaque échec, on retourne au nœud précédent l’impasse, et on choisit un nouveau nœud.

Définition 2.15 (Règle d’association). Soit X, un itemset et A un sous-ensemble de
X. Une règle d’association est une règle de la forme A→ X −A, exprimant le fait que
les items de A tendent à apparâıtre avec ceux de X −A.
A s’appelle l’antécédent de la règle et X −A noté C le conséquent de la règle.

3Breath First Search (BFS) en anglais
4Depth First Search (DFS) en anglais

15

Breadth First Search Depth First Search



Apriori pseudo-algorithm

Level-wise algorithm – lattice explored with a Breath First Search

approach (BFS). Start at level 1 in the lattice: k = 1

• Generate candidates of size k

Ck = {(ck, supp(ck))|∀X ⊂ ck, X 6= ∅, support(X) ≥MinSupp}

• Scan the dataset to compute the support of each candidate

and keep the frequent ones

Fk = {(lk, supp(lk))| supp(lk) ≥Minsupp}

• Go the the next level k = k + 1 and redo the process.



Example

Minsupp=2/5 (40%)

D
tid transaction
1 a b
2 a c
3 c d
4 b c d
5 a b c d

C1
Itemset

a
b
c
d

Scan−−−→
of D

C1
Itemset Support

a 3/5
b 3/5
c 4/5
d 3/5

→

F1
Itemset Support

a 3/5
b 3/5
c 4/5
d 3/5

C2
Itemset

ab
ac
ad
bc
bd
cd

Scan−−−→
of D

C2
Itemset Support

ab 2/5
ac 2/5
ad 1/5
bc 2/5
bd 2/5
cd 3/5

→

F2
Itemset Support

ab 2/5
ac 2/5
bc 2/5
bd 2/5
cd 3/5

C3
Itemset
abc
bcd

Scan−−−→
of D

C3
Itemset Support
abc 1/5
bcd 2/5

→
F3

Itemset Support
bcd 2/5



Apriori bottleneck

Characteristics of real-life datasets:

1. Billions of transactions,

2. Tens of thousands of items,

3. Tera-bytes of data.

This leads to:

1. Multiple scans of the dataset residing in the disk (costly I/O

operations)

2. A HUGE number of candidates sets.



Representation of D

Row-wise
1 a b

2 a c

3 c d

4 b c d

5 a b c d

Column-wise
a b c d
1 1 2 3
2 4 3 4
5 5 4 5

5

Boolean
a b c d

1 1 1 0 0
2 1 0 1 0
3 0 0 1 1
4 0 1 1 1
5 1 1 1 1



Definitions cont’d

• Given F and a Minimum confidence threshold MinConf

• Generate rules:

(l − C)→ C

conf((l − C)→ C) =
supp(l)

supp(l − C)
≥MinConf

• From a k − itemset (k > 1), one can generate 2k − 1 rules.

Property

Let l be a large (frequent) itemset:

∀C ⊂ l, C 6= ∅, [(l−C)→ C] is strong ⇒ ∀C̃ ⊂ C, C̃ 6= ∅, [(l− C̃)→ C̃] is strong



Example

Minconf=60%

Itemset Rule# Rule Confidence Strong?

ab
1 a→ b 2/3 = 66.66% yes
2 b→ a 2/3 = 66.66% yes

ac
3 a→ c 2/3 = 66.66% yes
4 c→ a 2/4 = 50.00% no

bc
5 b→ c 2/3 = 66.66% yes
6 c→ b 2/4 = 50.00% no

bd
7 b→ d 2/3 = 66.66% yes
8 d→ b 2/3 = 66.66% yes

cd
9 c→ d 3/4 = 75.00% yes

10 d→ c 3/3 = 100.00% yes



Example

Minconf=60%

Itemset Rule# Rule Confidence Strong?

bcd
11 cd→ b 2/3 = 66.66% yes
12 bd→ c 2/2 = 100.00% yes
13 bc→ d 2/2 = 100.00% yes

Itemset Rule# Rule Confidence Strong?

bcd
14 d→ bc 2/3 = 66.66% yes
15 c→ bd 2/4 = 50.00% no
16 b→ cd 2/3 = 66.66% yes



Probabilistic Interpretation

Brin et al. 97

R : A −→ C

• R measures the distribution of A and C in the finite space D.

• The sets A and C are 2 events

• P (A) and P (C) the probabilities that events A and C happen

resp. estimated by the the frequency of A and C resp. in D

supp(A→ C) = supp(A ∪ C) = P (A ∧ C)

conf(A→ C) = P (C|A) =
P (A ∧ C)

P (A)



Support-Confidence: cons

• Example (Brin et al. 97)

coffee coffee
∑
rows

tea 20 5 25
tea 70 5 75∑

columns 90 10 100

tea→ coffee (supp = 20%, conf = 80%)

Strong rule?



Support-Confidence: cons

• Example (Brin et al. 97)

coffee coffee
∑
rows

tea 20 5 25
tea 70 5 75∑

columns 90 10 100

tea→ coffee (supp = 20%, conf = 80%)

Strong rule? Yes but a misleading one!

Support(coffee) = 90% is a bias that the confidence cannot detect

because it ignores support(coffee).



Other evaluation Measures

• Interest (Piatetsky-Shapiro 91) or Lift (Bayardo et al. 99)

Interest(A→ C) =
P (A ∧ C)

P (A)× P (C)
=

supp(A ∪ C)

supp(A)× supp(C)

Interest is between 0 and +∞:

1. If Interest(R) = 1 then A and C are independent;

2. If Interest(R) > 1 then A and C are positively dependent;

3. If Interest(R) < 1 then A and C are negatively dependent.

Interest(A→ C) =
conf(A→ C)

supp(C)
=
conf(C → A)

supp(A)



Other evaluation Measures

coffee coffee
∑
rows

tea 20 5 25
tea 70 5 75∑

columns 90 10 100

Interest(tea→ coffee) =
P (tea ∧ coffee)

P (tea)× P (coffee)
=

0.2

0.25 ∗ 0.9
= 0.89 < 1

coffee coffee
tea 0.89 2
tea 1.03 0.66



Multi-dimensional rules

• One-dimensional rules:

buy(x,“Bread′′) −→ buy(x,“Butter′′)

• Multi-dimensional rules:

buy(x,“Pizza′′) ∧ age(x,“Y oung′′) −→ buy(x,“Coke′′)

• Construct k-predicatesets instead of k-itemsets

• How about numerical features?

buy(x,“Pizza′′) ∧ age(x,“18− 22′′) −→ buy(x,“Coke′′)



Post-processing of AR

• AR framework may lead to a large number of rules.

• How one can reduce the number of rules?

1. Use many evaluation measures

2. Increase minimum support

3. Increase minimum confidence

4. use rule templates (define constraints on max rule length,

exclude some items, include in the rules specific items)

(Agrawal et al. 1995, Salleb et al. 2007)



Implementations

• FIMI Frequent Itemset Mining Implementations Repository

http://fimi.cs.helsinki.fi/ FIMI’03 and FIMI’04 workshop,

Bayardo, Goethals & Zaki

• Apriori http://www.borgelt.net/apriori.html developed by

Borgelt

• Weka http://www.cs.waikato.ac.nz/ml/weka/ by Witten &

Frank

• ARMADA Data Mining Tool version 1.3.2 in matlab available

at Mathworks, by Malone



FP algorithms

According to the strategy to traverse the search space:

• Breadth First Search (ex: Apriori, AprioriTid, Partition, DIC)

• Depth First Search (ex: Eclat, Clique, Depth project)

• Hybrid (ex: AprioriHybrid, Hybrid, Viper, Kdci)

• Pattern growth, i.e. no candidate generation (ex: Fpgrowth,

HMine, Cofi)



Uniform notion of item
• Apriori has been initially designed for boolean tables (trans-

actional datasets) thus propositional logic was sufficient to ex-

press: items, itemsets and rules.

milk → cereals

• For relational tables, one need to extend the notion of items

to literals:

item ≡ (attribute, value)

An attribute could be:

1. categorical, for ex. (color, blue),

2. quantitatif with a few numerical values, for ex. (#cars,2),

3. quantitatif with a large domain values, for ex. (age, [20,40]).



Example
D : people

id age married? #cars
1 23 no 1
2 25 yes 1
3 29 no 0
4 34 yes 2
5 38 yes 2

Examples of frequent itemsets
itemset support

(age, 20..29) 3
(age, 30..39) 2

(married?, yes) 3
(married?, no) 2

(#cars, 1) 2
(#cars, 2) 2

(age, 30..39),(married?, yes) 2

Examples of rules
rule support confidence

(age, 30..39) et (married?, yes) −→ (#cars, 2) 40% 100%
(age, 20..29) −→ (#cars, 1) 60% 66.6%



Quantitative AR
Question: Mining Quantitative AR is not a simple extension of

mining categorical AR. why?

• Infinite search space: In Boolean AR, the Ariori property

allows to prune the search space efficiently, but we do explore

the whole space of hypothesis (lattice of itemsets), which is

IMPOSSIBLE for Quantitative AR.

• The support-confidence tradeoff: Choosing intervals is

quite sensitive to support and confidence.

- intervals too small, not enough support;

- intervals too large, not enough confidence.

• What is the difference between supervised and unsupervised

discretization?



Approaches to mine QARs

• Discretization-based approaches

• Distribution-based approaches

• Optimization-based approaches



Approaches to mine QARs

Discretization-based approaches

• A pre-processing step

• Use equi-depth, equi-width, domain-knowledge

• Lent et al., 1997; Miller and Yang, 1997; Srikant and Agrawal,

1996; Wang et al., 1998

• Discretization combined with clustering or interval merging.

• Problems: univariate, sensitive to outliers, loss of information.



Approaches to mine QARs

Distribution-based approaches

Sex = female→ Height : mean = 168 ∧Weight : mean = 68

• Aumann and Lindell, 1999, Webb 2001.

• Restricted form of rules:

1. A set of categorical attributes on the left-hand side and

several distributions on the right-hand side,

2. A single discretized numeric attribute on the left-hand side

and a single distribution on the right-hand side.



Approaches to mine QARs

Optimization-based approaches

• Numerical attributes are optimized during the mining process

• Fukuda et al., 96, Rastogi and Shim 99, Brin et al. 2003.

Techniques inspired from image segmentation.

Gain(A→ B) = Supp(AB)−MinConf ∗ Supp(A)

Form of the rules restricted to 1 or 2 numerical attributes.

• Mata et al. 2002 Use genetic algorithms to optimize the sup-

port of itemsets with non instantiated intervals.

Fitness = cov− (ψ ∗ ampl)− (ω ∗mark) + (µ ∗ nAtr)

Apriori-like algorithm to mine association rules.



Approaches to mine QARs
Optimization-based approaches

• Ruckert et al. 2004 use half-spaces to mine such rules like:

x1 > 20→ 0.5x3 + 2.3x6 ≥ 100

Cannot handle categorical attributes.

• Salleb et al 2007: QuantMiner Optimize the Gain of rules

templates using a genetic algorithm.

template is a preset format for a quantitative association rule,
either chosen by the user or computed by the system, and
used as a starting point for the mining process1. For each
rule template, the algorithm looks for the best intervals for
the numeric attributes occurring in that template, relying on a
Genetic Algorithm.
More precisely, a rule template is defined by the set of

attributes occurring in the left hand side and the right hand
side of the rule. Moreover, for each categorical attribute, the
value is either defined by the user in the template, or com-
puted by QuantMiner. In this case, let A1, . . . , An be the
non instantiated categorical attributes occurring in the tem-
plate. QuantMiner computes the frequent itemsets built on
A1, . . . , An, i.e., the set of instantiations v1, . . . , vn such that
A1 = v1 ∧ . . . An = vn is frequent and generate a rule tem-
plate for each such instantiation. This leads to as many rules
as the number of instantiations. Notice that this step is similar
to apriori [Agrawal et al., 1993].

• Individual representation An individual is a set of items
of the form attributei ∈ [li, ui], where attributei is the ith

numeric attribute in the rule template from the left to the right.

• Initial population The initial population of individuals is
generated as follows: in the first individual, the intervals
[li, ui] represent the whole domain of the ith numeric at-
tribute, and the following individuals encode intervals with
decreasing amplitudes until they reach a minimum support in
the dataset. Once the amplitudes are fixed for an individual,
the bounds li and ui are chosen at random. This ensures to
start with enough diversity in the initial population that thus
model general and specific rules.

crossover

Domain of Attributei

lili

lili

lili

l′i

l′i

l′i

ui

uiui

uiui

u′
i

u′
i

u′
i

mutationlili
lili

uiui

uiuil′′i

u′′
i

Figure 1: Crossover and mutation operators used in QUANT-
MINER

• Genetic operators Mutation and crossover (Figure 1) are
both used in order to transform a generation of individuals
into another one, improving its quality. The crossover oper-
ator consists in taking two individuals, called parents, at ran-
dom and generating new individuals: for each attribute the
interval is either inherited from one of the parents or formed
by mixing the bounds of the two parents. Mutation works on
a single individual and increases or decreases the lower/upper

1Let us notice that QuantMiner can also consider all possible
association rules with no restrictions.

bound of its intervals. Moving interval bounds is done so as to
discard/involve no more than 10% of tuples already covered
by the interval.

• Fitness function The fitness function used in QUANT-
MINER is based on the Gain measure proposed in [Fukuda
et al., 1996b]. If the gain is positive (the confidence of the
rule exceeds theminimum confidence threshold), we take into
account the proportions of the intervals (defined as the ratios
between the amplitudes and the domains), so as to favor those
with small amplitudes. Moreover, rules with low supports are
penalized by decreasing drastically their fitness values by the
number of tuples in the database.

Function Fitness(A ⇒ B)
TempFitness = Gain(A ⇒ B)
if TempFitness ≥ 0 then
foreach interval I in A ⇒ B do

//favor small intervals
TempFitness * = (1-Prop(I))2
if Support(A ⇒ B) < MinSupp then

//penalize low support rules
TempFitness - = Nbtuples

return TempFitness

Algorithm 2: QUANTMINER

Input: A dataset composed of NbTuples, PopSize,
GenNb, CR, MR, MinSupp, MinConf

Output: Quantitative association rulesR
Select a set of attributes
LetRt a set of rule templates defined on these attributes
Compute the set of frequent itemsets on categorical
attributes inRt

R = ∅
foreach r ∈ Rt do

Generate a random population POP of PopSize
instantiated rules following the template r
i=1
while i ≤ GenNb do

Form the next generation of population by
mutation and crossover w.r.t. MR and CR.
Keep PopSize rules in POP with the best Fitness
values
i++

R = R ∪ ArgmaxR∈POP Fitness(R)

returnR

• Algorithm
QUANTMINER (See Algorithm 2) follows a prototypical

genetic algorithm scheme. The inputs are the minimum sup-
port (Minsupp), the minimum confidence (Minconf), the pop-
ulation size (PopSize), the number of generations (GenNb),
the fraction of population to be replaced by crossover (CR)
and the mutation rate (MR).



Approaches to mine QARs
Optimization-based approaches: QuantMiner cont’d.

Example UCI Iris dataset:

Species=
value

⇒
{

PW ∈ [l1, u1] SW ∈ [l2, u2]
PL ∈ [l3, u3] SL ∈ [l4, u4]

}
supp%
conf%

Species=
setosa

⇒
{

PW ∈ [1,6] SW ∈ [31,39]
PL ∈ [10,19] SL ∈ [46,54]

}
23%
70%

Species=
versicolor

⇒
{

PW ∈ [10,15] SW ∈ [22,30]
PL ∈ [35,47] SL ∈ [55,66]

}
21%
64%

Species=
virginica

⇒
{

PW ∈ [18,25] SW ∈ [27,33]
PL ∈ [48,60] SL ∈ [58,72]

}
20%
60%



QuantMiner

http://quantminer.github.io/QuantMiner/



QuantMiner

UCI IRIS dataset 
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